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Abstract

The Fast Multipole Method (FMM) is an algorithm for evaluating
the potential/forces of a system of N particles in O(N) time which is
significantly favourable to the direct O(N2) solution for large systems.
The accuracy of the algorithm is limited by O(p4) scaling in time with
respect to the length of multipoles (p) used in the method. This is due
to the computations involved in shifting the origin of the expansions.
This project describes the implementation of an algorithm in X10 which
allows rotating the expansions prior to translation so that the complexity
is reduced to O(p3). This increases the level of accuracy which can be
achieved by the algorithm in a practical timeframe.

1 Introduction

A problem in many areas of scientific computing (e.g. molecular dynamics,
plasma physics, cosmology [5]) is the evaluation of the potential in a system of
charges where the pairwise potential is inversely proportional to the distance
between the pair (r−1).

The direct method for performing these calculations on N particles involves
considering the interactions of all pairs of particles, hence, this method requires
O(N2) work, which is infeasible for all but the smallest systems. There exist a
class of methods that require O(N logN) work and rely on calculating short-
range forces directly whilst transforming and evaluating long-range forces in
a frequency domain. The fast multipole method (FMM) requires only O(N)
work but in practice has a high overhead resulting in poor performance in some
implementations [4].

The motivation behind this project is to improve an existing implementa-
tion of the FMM (based on [5]) in X10 so that its key transformation operations
(on local/multipole expansions with p terms) require only O(p3) work instead of
O(p4), by rotating the expansions so that transformations can be performed par-
allel to a coordinate axis. This makes it less prohibitive to perform calculations
with the accuracy required for practical use. The details required to perform
this modification are described by White and Head-Gordon [6] and Dachsel [1].
X10’s Complex class and ability to handle arrays over arbitrary regions should
allow the approach to be implemented succinctly.

Section 2 gives an overview of the Fast Multipole Method, and Section 3
gives details specific to the mathematics and implementation of the rotation-
based operators. Section 4 evaluates the performance in X10 of these operators
compared to the standard FMM operators.

2 Summary of FMM

The FMM computes short-range interactions directly but computes long-range
interactions via maintaining a tree-structure of Multipole/local expansions. The
expansions, which represent some particles in a particular (bounded) region, are
derived from |a− b|−1, the potential between unit charges at a = (a, α, β) and
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b = (b, θ, φ), which can be factorised as [5]

1

|a− b|
=

∞∑
l=0

l∑
m=−l

Olm(a)Mlm(b)

where Olm(a) (Local expansion) and Mlm(b) (Multipole expansions) are de-
fined:

Olm(a) = al(l − |m|)!Plm(cosα)e−imβ

Mlm(b) = bl(l + |m|)!Plm(cos θ)eimφ

and Plm is a Legendre polynomial (see [3]).

2.1 Necessary expansion operators

The three operators on these expansions required to implement the FMM are
described by White and Head-Gordon [5] (along with associated notation):

A Translate the origin of a multipole expansion
Olm(a + b) =

∑l
j=0

∑j
k=−j Ol−j,m−k(b)Ojk(a)

B Translate the origin of a multipole expansion and convert it to a local ex-
pansion
Mlm(a− b) =

∑∞
j=0

∑j
k=−jMj+l,k+m(b)Ojk(a)

C Translate the origin of a local expansion
Mlm(a− b) =

∑∞
j=0

∑j
k=−j Oj−l,k−m(b)Mjk(a)

2.2 Steps of the FMM method [2] [5]

1. Scale the particle coordinates so that they lie inside a box of fixed coordi-
nate ranges, regardless of the range of the input.

2. (Repeatedly) subdivide the box containing the particles until none of the
new boxes formed contain more than N0 (a constant) particles. Use this to
construct an octree where each box’s parent is the box that was subdivided
to create it. The number of subdivisions is denoted s.

To understand the correctness of this algorithm it is useful to note that,
for each box B in the tree, every other box on the same level can be classed
as one of:

� Not-well separated (if ws = 1, this is equivalent to neighbours of B).
These interactions are computed directly (O(N) performance holds
because the number of these boxes and number of particles in each
box are bounded).

� Well-separated from B but not from B’s parent (interaction list).
These interactions are computed at B’s level in the tree.

� Well-separated from B’s parent. These interactions are computed at
a higher level of the tree.

3. For each of the boxes B in the lowest level of the tree, construct a multipole
expansion ΦB centered at B’s center representing the charges inside that
leaf box.
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4. For each level of the tree (s−1)→ 0, form the multipole expansion for each
box B in that level by summing the multipole expansions of B’s children
which have been shifted to B’s center by operator A. When this step is
complete, a multipole expansion for every box on every level, representing
the charges inside that box, has been created.

5. For each level of the tree 2→ s, for each box B,

(a) (Using operator B) convert to local expansions and shift to the center
of B the multipole expansions of all boxes in B’s interaction list.

(b) Form ΨB (an expansion which accounts for all particles in boxes
well-separated from B) by adding the above to Ψ̃B (created in the
previous level).

(c) If B is not a leaf box, for each of B’s children C, shift ΨB to the ce
nter of C to form Ψ̃C (an expansion which accounts for all particles
in boxes which are well separated from C’s parent B).

6. For each particle, evaluate the local expansion of the box B that contains
it at the position of the particle ΨB(a), and add the potential (via direct
calculation) due to other particles in B and in boxes not well-separated
from B.

2.3 Parameters

The parameters that determine the performance of the algorithm are:

� p – the number of terms computed in the Multipole/local expansions,

� ws – the number of layers of boxes between two boxes for them to be
considered well-separated. ws = 1 is conventional, but ws = 2 causes
faster convergence [5] and requires less terms for the same level of accuracy,

� N – number of particles, and

� N0 – the maximum number of particles in each leaf box.

The number of subdivisions (levels in the tree) s, which can be considered a
parameter, is dependent on N and N0 in this case, because it must be chosen
sufficiently large to limit the number of particles in each box. For a fixed tree
size, the complexity of the FMM is O(N2).

3 Details of rotations in FMM

3.1 Mathematical details

In general the operators (A, B, C) described in 2.1 (truncating at p terms) cause
O(p4) operations which limits the length of the expansion which can be used in
practice (restricting accuracy). However by rotating the coordinate system so
the translation is in the direction of the positive z-axis and then rotating back,
the operator only requires O(p3) operations. The proposed new operations
would take the form [1]:
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1. Rotate (“forwards rotation”) the coordinate system so that the desired
translation b is in the direction of the positive z-axis e.g. b′ = (b, 0, 0).
This can be done by rotating first around the z-axis (a complex multipli-
cation) so the translation vector lies in the xz-plane:

Olm(α, β + φ) = e−iφmOlm(α, β)

Mlm(α, β + φ) = eiφmMlm(α, β)

and then rotating around the y-axis (using Wigner rotation matrices):

Olm(α+ θ, β) =

l∑
k=−l

√
(l − k)!(l + k)!

(l − |m|)!(l + |m|)!
dlkm(θ)Olk(α, β)

Mlm(α+ θ, β) =

l∑
k=−l

√
(l − |m|)!(l + |m|)!

(l − k)!(l + k)!
dlkm(θ)Mlk(α, β)

2. Perform the simplified translation. Since b′ = (b, 0, 0), the operations
reduce to [6]:

A Olm(a + b′) =
∑l
j=|m|

bl−j

(l−j)!Ojm(a)

B Mlm(a− b′) =
∑∞
j=|m|

(j+l)!
bj+l+1Oj,−m(a)

C Mlm(a− b′) =
∑∞
j=l

bj−l

(j−l)!Mjm(a)

3. Reverse the rotation (“backwards rotation”). Because rotations are non-
commutative, the y-axis rotation should be performed first, then the z-axis
rotation.

3.2 Implementation issues

The implementation of these methods require the new versions of the operators,
which can be substituted in place of the old code with very little modification,
except for some pre-calculated values. Since translations only occur between
a box and its parents/children/boxes in interaction list (see Section 2.2), the
vector representing each possible rotation/translation is known in advance. This
can be used to pre-calculate all dlmk(θ) and e±ikφ that could possibly be required
during the calculation. The Wigner matrices were generated using Dachsel’s
recurrence relations [1].

The amount of computation can be effectively halved because of the symme-
try present in the expansions (Ol,−m = Ol,m(−1)m and Ml,−m = Ml,m(−1)m).

With these pre-calculations, a φ rotation is reduced to a single complex
multiplication (the exponentiation having been pre-calculated) and a θ rota-
tion is reduced to a sum if the Wigner rotation matrices are pre-multiplied
by the square-rooted factors. All difficult calculations can be avoided in the
performance-critical code in this way. A single rotation method can be gener-
alised to both local and Multipole expansions if it accepts these precalculated
values as arguments. A separate method was used for forwards and backwards
rotation.
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The non-rotation based operators do not require any temporary space to do
calculations because the source expansion never needs to be modified. However,
for the rotation-based operators, memory for at least one expansion needs to
be allocated to copy the source into, so it can then be modified (e.g. rotated
and translated). X10 does not currently provide stack-allocated memory, which
would be desirable here because the same amount of memory will be requested
many times over (as each operation will run thousands of times). In our im-
plementation the memory needed for the most performance-critical operator
(operator B) was pre-allocated and passed in as an argument, and performance
was vastly improved. However, this is a poor solution in an object-oriented
language because these implementation details should be hidden from other
classes.

In some cases it was difficult to write code in the most natural way and
achieve satisfactory performance. For example, X10’s ability to iterate over all
points in arbitrary regions could have been used in the operators, but it was
found to be far slower than the equivalent nested loops. It would be desirable
for the compiler to perform this optimisation automatically.

X10’s Complex class which was used heavily (for complex arithmetic) in this
implementation proved initially to be very slow because it always performed a
superfluous error check before allowing access to static variables or applying its
conjugate method. Modifications were made to this class to fix this issue.

3.3 Testing

The code used to generate the Wigner matrices and perform the rotations was
unit tested.

� Wigner matrices for important angles (0, π2 , π) were generated and exam-
ined.

� Multipoles/local expansions were constructed for arbitrary points and
then rotated by randomly generated angles, and rotated back, and the
result compared to the original expansion.

� A basic version of each operator using rotations was constructed (using
the existing translation operator to perform the translation part), and two
points were generated at random. A multipole was constructed from the
first point, and shifted via rotations to the second point. The result is
compared to that from the old operator.

� The above test was performed 64 times with the points in all possible
combinations of octants, to check that the rotation angles had the correct
sign in all cases.

� The simplified translation along the z-axis was tested independently from
the rotations by applying the above procedure to a pair of points that did
not require a rotation (i.e. who lie above each other in the xy plane).

� The result (total potential) of the FMM procedure can be compared to
that produced via direct calculation, and that produced with the old op-
erators (to which it should be nearly identical, since both operators are
supposed to perform the same calculation).
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� The total potential of the same collection of particles can be calculated
for increasing level of multipoles to see if the error is decreasing consis-
tently (i.e. the result seems to be converging to the correct answer). This
confirms that there are no small errors present, which would be difficult
to detect otherwise since the far-field energy is such a small component of
the total energy.

4 Performance evaluation

4.1 Memory usage

In the old non-rotations based operators, the precalculated Almjk , B
lm
jk and Clmjk

must be calculated and stored separately for each level because they depend on
the length of the shift, which varies depending on the size of the boxes. The
rotations based code depends only on the angles φ, θ which are independent of
the box size, and so the same precalculated Wigner matrices can be reused on
all levels.

The number of doubles needed to store the precalculations in old implemen-
tation is (p+ 1)2((s− 1)(8 + (4ws+ 3)3)− 8) and 2(p+ 1)2(16 + (4ws+ 3)3) +
4(4ws+ 3)3(2p+ 1) for the rotations-based operators (valid for s ≥ 2). Approx-
imately, the number of doubles stored by the old implementation is about s− 1
times that stored by the new.

4.2 Timings

This section describes the performance of the algorithm in practice using an im-
plementation written in the X10 language, with timings conducted on a desktop
machine, using a single X10 place and 4 threads. All the systems used here con-
sist of particles which are randomly distributed inside a cube centered at the
origin, with all charges of equal magnitude but randomly assigned opposite signs
so that overall the system is neutrally charged. Each calculation was carried
out 3 times and the minimum reported.

The rotation method does not involve any approximations not present in
the original FMM [6] so the original error bounds and expected accuracy of
the algorithm are not modified. In practice, it was found that for a variety of
different systems and expansion lengths, the errors in the potential of the entire
system with/without rotations implemented were always identical to at least 2
significant figures. Because of this, the main focus will be on the timings of the
algorithms.

Figure 1 shows the time taken with different levels of multipoles for 5000
repetitions of operators A, C and B. The times for both the rotation-based op-
erators and the old operators are shown. The crossover point for both operators
A and B is less than 10 poles, whilst for C it is closer to 15, due to the relative
efficiency of the original C operator. Accordingly, the complete FMM should
run faster with rotations in all circumstances when the expansion is longer than
15 terms (ignoring the effect of precalculations, which are not considered here).
In practice the crossover should be lower because of the dominance of calls to
operator B in the procedure, especially when ws is high.
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Figure 1: Time to complete 5000 translations/transformations using each oper-
ator with and without rotations, as a function of the length of expansion (level
of multipoles) used. Times do not include any precalculations, which have to
be performed for both the original operators and the rotation based ones.
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Figure 2: Timings showing the way in which the time to determine the potential
of a system depends on the number of poles p. The system here consists of 50
000 particles, with s = 3.

Timings for the entire determination of the potential in a system of 50 000
particles are shown in Figure 2. This figure shows how the complexity of the
algorithm with respect to p has clearly been reduced. Crossover is achieved
using approximately 8 terms in the expansion, lower than any practical usage
because the error (about 10−3) is too high. Similar results were obtained for
ws = 2 and for smaller systems of 1000 and 5000 particles.

Figure 3 shows the time taken to evaluate the potential as a function of
the number of particles both with and without rotations, compared to the di-
rect method. p = 21 was used (an appropriate value for high accuracy cal-
culations [6]). The crossover point between the direct method and the FMM
approach decreases from 55 000 to 35 000 when rotations are implemented, al-
though this is still substantially higher than in other implementations (5500 to
3500 [6], and < 10000 [5]).

Due to the relative speed in the direct method and the small system sizes
used in the performance testing, much shallower trees were used than in other
approaches. 2 levels were used up until n = 20000 (with rotations) and n =
40000 (without rotations), and 3 levels for all higher system sizes. The char-
acteristic piecewise quadratic curves (due to the quadratic scaling in the FMM
for fixed tree depth) can be seen in Figure 3.

4.3 Parallelism

Parallelism is potentially improved because far-field calculations are made rela-
tively more efficient, so it is more advantageous to use deeper trees. Deep trees
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Figure 3: Total time to determine the potential of a system, as a function of the
size of the system. The system was chosen as above, with p = 21, ws = 1 and
s chosen for each case to minimise the computational cost. Direct indicates the
O(N2) method.

are easily parallelised because the (computationally most intensive) task of de-
termining the local expansion for each box in a particular level can be easily
divided up (e.g. assign a box to each core).

5 Conclusions

We implemented rotation-based operators for the FMM in X10, and the theo-
retical benefits of implementing the multipole/local expansions operations using
rotations are clearly carried over in practice. There is little extra overhead com-
pared to the non-rotation-based operators and so the crossover number of poles
is low enough that rotations can be used to help speed up calculations where
high accuracies (p ≥ 10) are desired. In addition, memory usage and parallelism
are potentially improved.

X10 provides many features (arbitrarily shaped arrays, support for complex
numbers, parallel constructs) which made it possible to implement these oper-
ators in a succinct and sensible manner. However, our original code performed
poorly due to several unexpectedly inefficient statements until these were rewrit-
ten or issues with the language resolved.
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