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Transactions
• How to build predictable client-server systems that go 

beyond a single remote procedure call or rendezvous
• A transaction is a meaningful atomic operation which 

may or may not be composite
• Transactions may be allowed at many levels in a system

– in some systems they may be nested

• Successful termination is called commitment
• Undoing the effects of a partially-executed transaction is 

called aborting
• If a systems allows a user process to abort a transaction, 

then it’s possible to use optimistic concurrency control
– allow more concurrency than strictly safe, and undo any 

problems that arise 
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Transactions and Databases
• Operations on a database are referred to as 

actions

• An action required by a user is called a request

• A finite sequence of such requests is called a 
transaction

• Possible actions include
– Delete: delete all records satisfying a query
– Insert: insert a new record
– Update: specify a new value to be taken by the object 

being modified
– Retrieve: fetch relevant data satisfying a query
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Example Transaction
• Transaction to transfer funds from one account to another

– S indicates start
– C indicates commit
– A indicates abort
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Ti = Si if check-balance (account-A, $1000)
then debit (account-A, $1000); credit (account-B, $1000); Ci

else print(“not enough in account”); Ai 

endif

• A transaction causes the system to move from one consistent state 
to another (ignoring crashes)

• If one process’s transaction complete entirely before any other, 
then there is no possibility of interferences between them
� such a procedure is likely to be bad for performance as  it 

forces even unrelated transactions to be serialized.
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Consistent State
• Consider two transactions, sum (S) and transfer (T)
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T before S
T: debit (account-A, $1000);
T: credit(account-B, $1000);
S: read-balance(account-A);
S: read-balance(account-B);
S: print(account-A+account-B);

S before T
S: read-balance(account-A);
S: read-balance(account-B);
S: print(account-A+account-B);
T: debit (account-A, $1000);
T: credit(account-B, $1000);

Both lead to same correct result

Interleaved
T: debit (account-A, $1000);
S: read-balance(account-A);
S: read-balance(account-B);
S: print(account-A+account-B);
T: credit(account-B, $1000);

Is not equivalent to either serialized 
schedule

ACID Properties of Transactions
• Putting together the above, a transaction may be defined as having 

the following properties

• How to achieve consistency and isolation in a distributed system?
– …if the transactions are not completely side effect free, they cannot 

operate on the same data-structure concurrently
– …maybe we can implement the appearance of isolation and the full 

effect of consistency
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Atomicity Either all or none of the transaction’s operations are performed

Consistency A transaction transforms the system from one consistent state 
to another

isolation An incomplete transaction cannot reveal its results to other 
transactions before it is committed

Durability Once a transaction is committed the system must guarantee 
that the results of its operations will persist, even if there are 
subsequent system failures
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Serializable Transactions
• Transactions consist of a sequence of individual operations
• If two operations out of two transactions can be performed in any 

order with the same final effect, they are commutative and not 
critical for our purpose

• Some of the operations in a transaction have side-effects
– these are the critical operations

• Any sequential execution of multiple transactions  fulfils the ACID-
properties, by definition of a single transaction

• Some concurrent executions (interleaving) of multiple transactions 
might fulfill the ACID properties

• If a specific interleaving can be shown to be equivalent to a specific 
sequential execution of the involved transactions then this specific 
interleaving is called serializable
– Construct an interleaving which ensure that no transaction ever 

encounters an inconsistent state 
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Achieving Serializability
• If two side-effecting operations out of two different 

transactions (affecting the same object) cannot be 
executed in any order with the same final effect, then 
they are conflicting pairs of operations

• For serializability of two transactions it is necessary and 
sufficient for the order of their invocations of all 
conflicting pairs of operations to be the same for all the 
objects which are invoked by both transactions

• Order of operations needs to be determined
– distributed time-stamps are required, e.g. Lamport clocks
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Non-Commutative (Conflicting) Pairs:
The Bank Account Example

• Commutative
– credit and debit, credit and credit, debit and debit

• Non-commutative
– read-balance and debit/credit, check-balance and debit/credit
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T before S
T: debit (account-A, $1000);
T: credit(account-B, $1000);
S: read-balance(account-A);
S: read-balance(account-B);
S: print(account-A+account-B);

S before T
S: read-balance(account-A);
S: read-balance(account-B);
S: print(account-A+account-B);
T: debit (account-A, $1000);
T: credit(account-B, $1000);

• The conflicting  operations are
– T: debit(account-A, $1000) and S: read-balance(account-A) [account A, T before S]
– T: credit(account-B, $1000) and S: read-balance(account-B) [account B, T before S]

• In both the serial schedules these pairs of conflicting operations carried out 
in the same order

Serialization Graphs
• For serializability of two transactions it is necessary and sufficient for 

the order of their invocations of all conflicting pairs of operations to 
be the same for all the objects which are invoked by both 
transactions

• Above order gives also an order dependency between the 
transactions as a whole

• Serialization graph: directed graph; vertices I represent transaction 
Ti edges Ti ® Tj represent that an observer witnessed that order 
dependency
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A multiple transaction interleaving is serializable
Û its serialization graph is acyclic
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Example

• A schedule that is not conflict serializable
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T1: R(A) W(A) R(B) W(B)
T2: R(A) W(A)R(B) W(B)

T1 T2

Operations on A

Operations on B

Dependency
Graph

Cycle in graph reveals the problem, the output of T1 depends on T2 
and vice-versa

Two Transactions
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Bacon: Fig 18.6
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A Serializable Schedule
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Bacon: Fig 18.7

A Non-Serializable Schedule
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Bacon: Fig 18.8
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Schedules on Single Object
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Serializable

Non-Serializable

Bacon: Fig 18.9

Transaction Schedulers
Three major designs

• Locking Methods:
– impose strict mutual exclusion on all critical sections

• Time-stamp ordering:
– note relative starting times and keep order 

dependencies consistent

• Optimistic methods:
– go ahead until a conflict is observed and then roll 

back
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Transaction Schedulers: Locking Methods

• Complete resource allocation before the start and release at the end 
of every transaction
– this will impose strict sequential execution on all critical transactions

• (strict) two-phase locking
– each transaction follows a two phase pattern during its operation

� Growing phase: locks can be acquired, but not released

� Shrinking phase: locks can be released, but not acquired (two phase 
locking) or locks are released on commit (strict two phase locking)

– possible deadlocks
– but you get serializable interleavings
– strict isolation (in case of strict two-phase locking)

• Semantic locking:
– Allow for separate read-only and write-locks

� higher level of concurrency (like the use of functions in protected objects)
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Locking methods include the possibility of deadlock: we are likely to 
need a lock manager to perform deadlock detection or avoidance

Dealing with Deadlock
• In a scheduler which supports locks, we have 

deadlock since we have
– exclusive allocation
– resource hold while waiting
– no pre-emption

• If the system supports transaction aborting
– use deadlock detection followed by aborting of 

selective transactions

• Alternatively, put timeouts on lock requests
– abort any transaction that has a timeout on one of 

its lock requests
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Transaction Schedulers: Time Stamp Ordering

• Put a unique time-stamp (any global order criterion) on every 
transaction upon start.
– Each involved object can inspect the time-stamps of all requesting 

transactions
• Case 1: A transaction with a time-stamp later than all currently 

active transactions applies:
– the request is accepted and the applying transaction goes ahead

• Case 2: A transaction with a time-stamp earlier than all currently 
active transactions applies:
– the request is not accepted and the applying transaction is to be aborted

• Does not enforce isolation
– may lead to cascading aborts
– fixed by requiring that the earlier request of a conflicting pair commits 

before proceeding 
• Simple implementation, high degree of concurrency, no deadlocks 

(no locks)
– possible in distributed system provide a global event order (time) can be 

supplied
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Cascading Aborts

• T1 aborts, but T2 may have seen intermediate 
state of P and Q so must also be aborted
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W

X

P

W and X do 
not commute

Y

Z

Q

Y and Z do 
not commute

W1P Y1Q A1S1

X2P Z2QS2
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Transaction Schedulers: Optimistic 
Concurrency Control

Premise:
• if conflict is unlikely the overhead to ensure a serializable

interleaving might not be justified

Idea:
• get a local copy (shadow copy) of the involved objects
• perform a subset of the required transactions locally
• check for the current state of the object again and see whether the 

results of the local operations can be embedded without violating 
consistency

• depending on the previous check
– delete all local results
– write them back to the actual object
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Transaction Schedulers: Optimistic 
Concurrency Control

Three phases
1. Read and execute

– generates a shadow copy of all involved objects and perform all 
required operations there

2. Validate:
– after local commit check all occurred interleavings for 

serializability
3. Update or abort:

– IF serializability could be ensured in step 2 then all results of 
involved transactions (one transaction at a time) are written to all 
involved objects (in dependency order of the transactions). 
Otherwise destroy shadow copies and possibly start over with 
the failed transactions

Issues:
• How to gain a consistent set of shadow copies in phase one 

and how to update all involved objects consistently 
(atomically) in phase three!
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Transaction Schedulers: Optimistic 
Concurrency Control

Premise:
• if conflict is unlikely the overhead to ensure a serializable

interleaving might not be justified

Results:
• possibly many additional copies
• deadlock free
• maximum concurrency
• with more overlapping transactions this scheduler breaks down 

rapidly leading to possible starvation and livelocks
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Distributed Transaction Schedulers

The three major designs
• Locking Methods:

– impose strict mutual exclusion on all critical sections
• Time-stamp ordering:

– note relative starting times and keep order 
dependencies consistent

• Optimistic methods:
– go ahead until a conflict is observed and then roll 

back

• Commit or abort required in many places
– how to implement this in a distributed environment
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Two-Phase Commit Protocol
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Distributed Transactions
• Evaluating the three major design methods in 

a distributed environment:
• Locking Methods:

– large overheads, distributed deadlock detection 
required

• Time-stamp ordering:
– if time-stamps can be provided: recommends 

itself for distributed applications, since decisions 
are taken locally and communication overhead is 
relatively small

• Optimistic methods:
– maximizes concurrency, but also data replication, 

chances of aborts and roll-backs are higher
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The End!

We hope you have enjoyed your 
COMP2310/6310 journey
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