
1

Some Experiences with Accelerators:

Sparse Matrix Vector Products using CUDA

Alistair Rendell

Computer Systems Research Group

School of Computer Science

Australian National University

Computer Systems Group
Faculty

Steve Blackburn Peter Strazdins

Eric McCreath Uwe Zimmer

Alistair Rendell  (Group leader)

Other

2 Postdoctoral fellows

14 Graduate students

4 Undergraduate project students
Research

• Parallel computing/HPC • Operating systems

• Performance analysis and modeling • Robotics/embedded systems

• Advanced runtime environments • Computational science (chemistry!)

My interest: The development of fast, reliable and adaptive software 

for computational molecular science



2

Accelerator Projects

� Architectures of interest:

– NVIDIA/CUDA, STI CellBE, ATI, FPGA and systems like Sun T2 

� Computer Systems Group

– N-Body methods (particularly MD)

– Ab-initio quantum chemistry (integral evaluation)

– Cloth simulation

– Sparse matrices (with Ahmed El Zein and Alex Smola)

� Vision Research Group

– Variety of uses related to image analysis, particularly medical 

(Ramtin Shams)

The Hardware ⇔⇔⇔⇔Software Coupling

� Traditional single CPU system

– Trade-off between CPU, memory 

and disk usage (direct SCF)

� Parallel distributed memory

– Communication versus re-

computation

� Parallel shared memory

– Page and thread placement and 

increasingly bandwidth off chip

� What is for the programmer?

– Impose topology on MPI job

– Page placement in OpenMP

� What is for the OS/runtime?

– Use of virtualization to enable 

dynamic migration in MPI

– First touch page placement in 

OpenMP

� What is role of new languages?

– Managed languages such as X10

Accelerators add a whole new complexity

Accuracy, transfer rates, memory types, SIMD instructions etc
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NVIDIA GTX8800 GPU and CUDA

Architectural View

� Grids, blocks and warps

� Blocks of threads map to SM

� 3 different off chip memories

Programming View

� Groups of 8 scalar processors

� Small shared memory

� Thread swapping masks latency

Iterative Equation Solving (Machine Learning)

� Key Features
– Iterative

– Dominated by matrix (X) vector (w) product

– Both normal and transpose matrix

– Matrix usually very sparse

� Strategy
– Transfer X to GPU  (768MB available) run iterations and return solution

� Issues
– Transfer rates CPU to GPU

– Dense v sparse matrix vector

– Comparison with CPU
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Memory Transfer Rates

Latency Bandwidth (GB/sec)

Host Initiated (usec) 1KB 1MB 100MB

Main to GPU 22 0.03 0.80 1.10

Main to GPU (page locked) 18 0.04 2.70 3.10

GPU to Main 18 0.04 0.40 0.50

GPU to Main (page locked) 15 0.05 2.80 3.00

GPU to GPU 12 0.25 53.95 65.12

Threads

(lmbench)

AMD Athlon64 3800+

1GHz 2 Cores

Intel Core2 Q6600

2.4GHz, 4 Cores

1 3.40 5.28

2 5.09 5.86

3 N/A 4.95

4 N/A 6.24

Compare with CPU memory bandwidths

Dense Matrix Vector Product

� No re-use of elements of A
– Limited by rate at which we can read A

� Bandwidth limited performance
– CPU: 5GB/s/4Bytes*2Flops = 2.5GFlops

– GPU:65GB/s/4Bytes*2Flops = 33GFlops

� Transfer to GPU
– At 3GB ~ twice the cost of performing computation on CPU

– Only good to use GPU if we can transfer matrix once and reuse for 
several iterations

=A x b
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Dense Matrix Vector Product

Sparse Matrix Vector Product  (SpMV)

� Must now read two words per multiply/add

� Previous memory bandwidth measurements were for 
idealized large block transfers, not the above

for each row i do

for l=ptr[i] to ptr[i+1]-1 do

y[i]=y[i]+val[l]*x[ind[l]]

Val

ind 0 3 1 3 4 0 2 2 3 4 3

ptr 0 2 5 7 10
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SpMV on the GPU with CUDA

� Read operations
– Coalesced or sequential?

� Data types
– Float, float2 or float4?

� Storage of arrays
– Global, texture, shared or constant?

� Thread and blocks
– How many of each?

� Workload division

– Cyclic or block partitioning?

SpMV on the GPU with CUDA

� Read operations
– Coalesced or sequential?

� Data types
– Float, float2 or float4?

� Storage of arrays
– Global, texture, shared or constant?

� Thread and blocks
– How many of each?

� Workload division

– Cyclic or block partitioning?
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Block 1

Coelesced v Sequential Diagram

t0 t1 t2 t3 tn
Block 0

t0 t1 t2 t3 tn
Block 1

t0 t1 t2 t3 tn
Block m

t0

Block 0
t1

tn

Block m

• Threads in block cooperate in 
reading in one row

• Row must be multiple of 
threads (actually data type 
size)

• Single thread reads in entire 

row

• Slower (data type size)

Effective Bandwidth Comparison
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Data Referencing Options

Global   Texture  Constant Shared Wide

Array coa seq coa seq

Val � � � � � � �

Ind � � � � � � �

Ptr � � � � � � �

Vec � � � � � � �

Res � � � � � � �

Leads to many possible combinations!

Denote a specific implementation as:

[coa/seq]-[sr, mr-c, mr-s]-[f1, f2, f4]_[val/ind]-[ptr]-[vec]

Matrix Structure Characterization

� Dimension

– Number of rows and columns

� Sparsity

– Percentage non-zero elements

� Structure

Random Constant row Highly Structured
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Sample Performance

Evaluation

� Previous analysis suggested 3 implementations were most 
important
– Based on synthetic matrices

� There are 335 possible implementation options

� Evaluate using 735 sparse matrices from Florida sparse 
matrix library 
– Some eliminated because too small or will not fit on GPU

� Determine set of N implementations that maximize 
performance
– Term this the Best Performing Set (BPS)

Original Best Comment

coa-mr_c-f2_mem-text-text coa-mr_s-f2_mem-text-text Different

seq-mr_s-f4_text-text-text seq-mr_c-f4_text-text-text Different

seq-mr_s-f4_text-text-cnst seq-mr_s-f4_text-text-cnst Same
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Expanding the Best Performing Set

� Using average optimising criteria compute performance 
penality from (Gflops)
– Also considered Max as a criteria

No 

Implementations
Average Stdev Median Max

Original (3) 61 130 19 1383

2 163 307 22 1498

3 53 126 15 1383

4 43 122 10 1383

5 34 77 10 725

6 31 77 5 725

7 28 74 5 725

� Can we pick which implementation given the input parameters 
of the matrix?

– Explored use of  Weka decision tree, but led to overfitting

Simple Decision Tree

>71
Avg. No Non-zero Row

<=71

Coelesced Sequential

>2919 No of 

Col

>10974 No of 

Col

Coa-mr_s-f2_

mem-text-text

Seq-mr_s-f4_

text_text_text

Coa-mr_s-f2_

mem_cnst_cnst

Seq-mr_s-f4_

text-text-cnst

Average Stdev Median Max

Ideal 44 84 15 725

Obtained 119 242 28 1664
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Sparse Matrices in Chemistry

� Hamiltonian matrix in CI calculations

– But sparse matrix usually not stored, rather product of 

matrix on trial vector calculated on the fly (direct CI)

� Fock/Kohn Sham matrix for large systems

– If using true linear scaling approaches where 

diagonalization is replaced by direct minimization of the 

density, sparse matrices must be used and manipulated

– But pure linear scaling currently not in general use, since 

diagonalization is usually found to be faster

MD CellBE (PS3) versus GPU

� Key issues

– Need to adjust to small memory on SPEs

– SIMD instructions and implications on how you store data

– Double buffering movement of data to and from SPEs
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CellBE and NVIDIA GTX8800 Comparison

CellBE

No Total Bandwidth

SPE Time (s) Speedup (MB/s)

1 17.19 1.00 2.6

2 8.62 1.99 5.3

3 5.76 2.98 7.9

4 4.34 3.96 10.5

5 3.48 4.94 13.0

6 2.91 5.90 15.6

GTX8800

#Thread/ Total

Block Time(s) Speedup

16 3.87 1.0

32 2.11 1.8

64 1.32 2.9

96 1.56 2.5

128 1.32 2.9

• Performance for 27,000 particle simulation with Lennard-Jones 

interactions, no cut-off including and using single precision

E.C. McCreath et al "Using the Cell Broadband Engine and NVIDIA 8800 GPU for Computational 

Science Applications: A Particle Dynamics Comparison", Proc. Int. Symposium on Applied 

Computing and Computational Science. Aug 1-3, 2008, Hong Kong

Integral Evaluation for Quantum Chemistry

� Gill et al recognised that recursion is identical for centers 

with same angular momentum and contraction, and used 

this for vectorization at the core of the PRISM algorithm

– Recently Tirath Ramdas et al investigated use of a sort to 

achieve the above within the GAMESS code, but this can be 

avoided

� We are investigating similar approach to Ufimtsev and 

Matinez

– but grouping by contraction and angular momentum and also for 

arbitrary angular momentum

� Other issue is precision

– we have been exploring use of intervals to track numerical errors
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Concluding Remarks

� After a decade of incremental processor advances we are seeing a 
renaissance in computer architecture and programming models
– GPUs, Cell, Larrabee, teraflop chip, Sun Rocks system etc

– CUDA, OpenCL, Chapel, Fortress, X10 etc

� Which will dominate is far from clear, but some characteristics 
emerging
– Simple cores, SIMD capable, local memories, locality paramount

– Programming environments that can express the above

� GPU v STI Cell Processor
– Easier to get code to run initially compared to using the synergistic 
processing elements (SPE) on the Cell

– But getting it to run well is just as challenging!

� It will be hard to remove all the complexity of the above from the 
programmer
– Inclusion of machine learning techniques may help to minimize it

� How do we train graduate students with skills in chemistry, 
theoretical methods, programming and computer architecture?


