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Abstract 

I evaluate an approach to compare images using a structured feature representation based 

on graph entropy. The effect, a pairwise similarity measure among images, may be used for 

retrieval and classification of images. 

I begin the paper by detailing how to select and extract features from an image in order to 

build a weighted graph while still taking into account the spatial organization of the 

content. This is in contrast to widely used bag-of-features approaches which rely on 

frequency-based statistics of global features. 

I then continue by introducing graph entropy in the context of computer vision and how it 

can be employed to compare images by means of graphs. Later, I focus on how the 

approach can be generalized by clustering subgraphs to deliver better results. Thus, I also 

present a method for recovering an overall similarity measure of the structured subgraphs. 

I use a labeled database of flowers to model my tests in the manner of information retrieval. 

Based on these tests I present results giving an indication of performance in terms of 

classification accuracy. Lastly, I provide brief insight on computational complexity and an 

outlook on future works. 
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Introduction 

Background 

There are many reasons for comparing images in the scope of computer vision; for 

instance, image retrieval or classification. 

Traditional systems for retrieving images often use manually annotated metadata like 

keywords. This approach is not only time-consuming, but also limited in its application. For 

example, a person appearing in a photo might not be famous at the time of annotation, but 

he or she might later become a celebrity. In this case, all images would have to be 

annotated all over again to reflect the new celebrity status. Newer systems employ content-

based image retrieval (CBIR) [1] [2] [3], which allow queries by content: a user supplies an 

actual image similar to what he intends to find. The system analyzes the given input, 

compares it with its indexed database and returns the closest matches. 

Similarity measures among images can also be used in image classification. Such an 

application uses a statistical decision criterion based on an initial training on a labeled set in 

order to categorize random samples into classes. In other words, the more similar an image 

to a particular subset of labeled images, the more likely the image belongs to the same class 

as the labeled image. 

An efficient way of computing the similarity among images would benefit several 

applications in the field of computer vision. Efficiency in this regard can be described in 

terms of accuracy, computing time, or size and number of resulting discriminating 

descriptors. The latter is more important for large-scale (database-driven) information 

retrieval systems, which store millions of indexed images. A larger descriptor automatically 

translates to a larger storage-size of the database. 

In practice, current approaches in the field of visual pattern recognition frequently apply 

feature extraction from the entire image [4]. However, these bag-of-features approaches do 

not consider the spatial organization of an image. Instead, they rely primarily on frequency 
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statistics of global features. Even though the approaches are effective in general, the 

absence of spatial information bears certain disadvantages. Imagine randomly shuffling 

pixels of an image in terms of location. This will change the content, but the distribution 

will remain the same. 

Previous research like [5] focuses on incorporating object-driven techniques. In this 

context, objects are specified by locally organized features or patterns. However, such 

approaches do not assess the global arrangement of scenes, which are generally composed 

of several entities. Recent works [6] have exploited this area, but target scene classification 

rather than image retrieval. 

Overview 

In my project I evaluate an approach using a structured feature representation based on 

graph entropy in terms of its practicality for comparing images. I demonstrate how various 

features can be extracted from an image and be combined to build a weighted graph. I then 

apply graph entropy as proposed by [7] to recover a pairwise similarity measure among 

images. In addition, I present methods on how to generalize graph entropy via subgraphs 

with the goal of yielding better results. 

One primary application of my approach is image retrieval. In this manner, I deliver results 

based on the Oxford 17 Category Flower Database as used in [8] giving an indication of the 

classification accuracy. Although I focus on classification accuracy, I also briefly consider 

computational complexity. 

The project is mainly motivated by the fact that there has been little research conducted in 

this particular combination of techniques in the context of computer vision. Graph entropy 

and graph matching (as I employed in the subgraph comparison) have their theories in 

mathematics. Conversely, feature extraction and image retrieval is contextualized in 

computer science. My project therefore serves as a practical test by implementing and 

combining the techniques behind the proposed approach rather than further researching the 
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individual theoretical foundations. I test if the approach functions at all or if there are any 

conceptual flaws preventing acceptable performance. 

Project Management 

Planned Schedule 

The following table outlines my project schedule as initially planned. 

 

Table 1: Planned project schedule 

Week 1

ωProject research

ωFormalities

Week 2 - 3

ωConcise introduction by supervisors

ωPreperation like reading up topic, downloading material, installing work environment, etc.

Week 4

ωIntroduction presentation and further formalities

ωFamiliarize myself with Matlab and existing code

Week 5 - 7

ωInstensive study of topic

ωResearch and implement feature extraction, graph building and comparison

Week 8 - 9

ωResearch and implement subgraph comparison

Week 10 - 11

ωEvaluation

ωImplementation of two other approaches in order to compare against my approach

Week 12 - 13

ωWriting up report

Week 14

ωFinal presentation
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Actual Schedule 

The actual schedule shifted from the planned schedule (Table 1), especially after week 8, 

because the overall implementation took much more time than expected. As a result, I was 

not able to fully evaluate the approach. Particularly, I did not have time to tune many 

parameters for best performance. Any more tuning would have lengthened the schedule, 

especially since parameters correlated. 

I was also unable to compare the approach against two others in the field because of three 

reasons. Firstly, I realized that based on my first few results, the indicating performance 

was notably worse than the published results of other research projects. Secondly, as I 

explain in the discussion of my measurement method, it is essential to have all parameters 

tuned for best performance. In addition, it is viable to use the best performing approaches to 

extract features and compute their distances. Unfortunately, the time constraints were too 

tight for both, which is the third reason: I was running out of time at the end and had no 

time left which I could have spent on this task. 

Method 

Graph Similarity 

Introduction of Entropy Similarity 

[9] describes graph entropy as an information theoretic functional on a graph with a 

probability distribution over its nodes. [7] demonstrates how graph entropy can be used to 

define a pairwise similarity measure between graphs using concepts from thermodynamics 

and spectral graph theory. The referenced approach relates the free energy of each graph, 

corresponding to a conservative thermal transformation, to a manifold through the graph 

Laplacian and the heat operator. The thermodynamic potential is expressed in a closed form 

making use of the heat kernel and the initial conditions of a space of real-valued 

temperature functions associated with the Laplace-Beltrami operator. 
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To summarize, the resulting thermal entropy of a graph can be understood as a metric of the 

same graph. Thus, the difference between two metrics is a measure of similarity between 

two graphs. 

Algorithm Description 

The process of computing the similarity measure between two graphs Ὥ and Ὦ by means of 

graph entropy is detailed in [7]. I state below the steps of the algorithm: 

1. For each of the two graphs, compute the weighted, normalized graph Laplacian fl 

based on the edge-weight matrix ὡ and the degree matrix Ὀ. 

fl= Ὀ
1
2 Ὀ ὡ Ὀ

1
2 

2. Recover the initial conditions for the space of temperature functions Ὢ for each 

graph. These are given by Ὢὺ,0 =
‰ὲ 1 ὺ

deg(ὺ)
 where ‰ὲ 1 is the eigenvector 

corresponding to the smallest, non-null eigenvalue of the graph Laplacian fl. 

3. For each graph recover the thermal entropy Ὓ(Ὃ)  using subsequent equation: 

ὛὋ =
1

Ὕ
‰k ὺ‰k ύὪύ,0

ȿὠȿ

Ὧ= 1ύ ὠɴὺɴὠ

 

4. Recover the similarity measure ὶ(ὋὭ,ὋὮ)  between both graphs: 

ὶὋὭ,ὋὮ = exp( †ὝὛὋὭ ὛὋὮ
2
) 

Feature Selection and Extraction 

Pattern recognition acts on observations. Well-defined criterions, also called features, are 

central for a successful evaluation of observations. In general, a better performance can be 

achieved by combining multiple features. Imagine flowers, which come in a variety of 

colors. Many flowers can be narrowed down in terms of classification based solely on their 

distinct colors. However, there are clearly also different flowers that share the same color. 

In those cases, an additional criterion such as shape ought to be incorporated to ease the 

decision of classification. 
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Therefore, I considered three common features in my approach: shape, color and texture. 

Now, I had to develop methods for extracting these features from the actual image and use 

the extracted information to build a graph. 

Shape 

One way to represent the structure of an image and thus the shape of its content is by 

keypoints. These are points of particular (visual) interest. [10] proposes SIFT (Scale-

invariant feature transform), an algorithm to find such distinctive keypoints that are 

invariant to location, scale and rotation. Moreover, the method is stated to be robust to 

affine transformations. The result of the SIFT algorithm on an (grayscale) image is a 

descriptor. Besides the coordinates of the keypoints, it also includes information like 

orientation of the keypoints, as well as feature vectors. For the purpose of extracting shape, 

I considered only the coordinates of the keypoints. 

I used these keypoints to build up the 

structure of a graph. Each keypoint stands 

for a node within the graph. The 

coordinates of the keypoints are attached to 

the nodes and later used to compute the 

distances among the keypoints. 

Color 

SIFT keypoints are points of interest with respect to shape. Consequently, I assumed that 

the color information of those particular points is also of interest. That, in turn, means the 

color information is invariant to location, scale and rotation as well. However, unlike with 

SIFT keypoints, which represent a local maximum, any nearby information (think of 

surrounding pixels) cannot be incorporated. Therefore, I extracted the color from a region 

around each keypoint. 

   

Figure 1: 73 regions (keypoints) extracted 

using SIFT from an image of 75x84 pixels 
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I defined the region as a centered squared rectangle with fixed dimensions. Other shapes for 

the region, in particular a circle, might lead to better accuracy because the distance of all 

pixels to the center is balanced with respect to their orientation. Yet, I only considered a 

rectangular shape because it is implementation-wise easier to extract information from a 

matrix of pixels in a rectangular manner. In that sense, the color information can be directly 

accessed for each pixel, given that the image is in raw form. 

Texture 

One method to extract the texture from an image is by applying a bank of different filters 

on the image. [11] details one such method. I used an implementation of MR-filters [12]. 

Each image pixel leads to a response for each of the filters based upon its value of intensity. 

Since the raw image data is in RGB format (three values for the primaries red, green and 

blue), I first needed to convert the data to a format representing a single value for intensity. 

I converted to grayscale. 

As with color, I considered only the nearby information around each of the keypoints for 

extracting the texture information. 

Building the Graph 

Weight Calculation 

I computed the graph Laplacian fl (as in step 1 of the algorithm description) based on the 

edge-weight matrix ὡ and the degree matrix Ὀ. The degree of each node is the sum of all 

associated weights of the corresponding node. Thus, I could simply compute the degree 

matrix based on the weight matrix. 

The weight matrix represents distance measures of each node with every other node. 

Consequently, the two-dimensional matrix is symmetric. Each entry of the matrix 

represents a weight defined by a single value. 
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The weights themselves are based upon the extracted features, for which I selected shape, 

color and texture, as outlined above. As a result, I needed to combine the multiple features 

in such a way that each weight is one single value only. 

Prior to doing so, I first had to decide on a similarity measure for each of the three features 

in order to compute the distances among the nodes. I detail the calculation of the feature 

distances in the next section. 

The distances of the features are calculated using different approaches due to the fact that 

the features themselves are different by nature. This resulted in values of varying levels of 

magnitudes. In other words, the three distance values for the features could not simply be 

added up. I introduced a scale factor for each feature distance. 

I wanted all features to have the same overall influence on the weight calculation. As I did 

not know the range of possible values for the feature distances, I iteratively tuned each 

scale factor by itself in such a way that the average value over all training samples would be 

the same for each of the features. The resulting formula for the weight ύ of each node is of 

following form, where ί is a scale and Ὠ a distance measure: 

ύ= exp( ίὴέὭὲὸίὨὴέὭὲὸί+ ίὧέὰέὶὨὧέὰέὶ+ ίὸὩὼὸόὶὩὨὸὩὼὸόὶὩ )  

Distance Calculation 

Keypoints 

Each keypoint is characterized by its coordinates with respect to the two-dimensional image 

plane. Therefore, I could simply compute the Euclidean distance between two coordinates. 

Color 

Each image pixel is represented by the primaries red, green and blue when in raw form 

(after the image is read and decoded into memory). Together these primaries define the 

color of a pixel in the RGB color space. A color space better suited for the comparison of 

color is HSV, which stands for hue, saturation and value (sometimes also called lightness or 
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brightness). Therefore, I converted all pixels of the region of interest from the RGB to the 

HSV color space. 

It did not make sense for me to compare each pixel of one region with its corresponding 

pixel of another region because I needed a single value for the similarity of the entire 

region. Simply averaging the differences over all pixels of the entire region would not 

work. 

For that reason, I transformed the matrix holding the pixel information in a vector, which 

can be interpreted as a histogram. No binning was required in that case, but the dimensions 

of both regions had to match in order to compare the histograms in the next step. 

The transformed representation allowed me to use one of the many published algorithms 

for comparing histograms. [13] compare several such methods of image dissimilarity 

measures which are all based on histograms of color and texture features. Exemplary are 

the Minkowski-form distance flὴ, Kullback–Leibler divergence (KL) and …2-statistic. In a 

recent paper, [14] propose diffusion distance, another dissimilarity measure between 

histogram-based descriptors. The authors demonstrate promising performance of their 

approach in accuracy as well as efficiency in comparison with other state-of-the-art 

histogram distances. 

I used an implementation of the diffusion distance method from [14] for computing the 

pairwise similarity between the color histograms. 

Texture 

I utilized filter banks to extract texture information from the image regions. The result was 

a response for each filter per pixel. I binned this information, which led to a histogram for 

each filter. I parameterized the binning by two values: the number of bins and the range of 

the histogram. I used the same histogram-based similarity approach as with the color 

feature, with the exception that I applied the diffusion distance method on each of the 
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several histograms. At the end I took the median over those results to represent the overall 

distance between the textures. 

Single Graphs 

The comparison of two single graphs represents the basic case. Alternatively speaking, one 

image is compared with another image in terms of their similarity from a global 

perspective. The composition of local elements within the images is not considered. The 

procedure is outlined below. I did steps 1 to 6 for each graph. 

1. Extract the image features 

2. Compute the distances for all features for all resulting keypoints 

3. Calculate the weight matrix based on the distances 

4. Compute the weighted, normalized graph Laplacian fl 

5. Recover the initial conditions for the space of temperature functions Ὢ 

6. Recover the thermal entropies Ὓ(Ὃ)  

7. Finally, calculate the similarity measure ὶ between both graphs 

The closer the similarity measure ὶ to 1, the more similar two graphs are to each other. A 

lesser value indicates greater dissimilarity between two graphs. 

Multiple Subgraphs 

If I would have only used single graphs (as outlined in the previous section) to compare two 

images with differing compositions of content, I would have expected inadequate results. 

Think of the following example: Image ὃ features a big red rose in its center, whereas 

image ὄ shows the same red rose in one corner, as well as a white orchid in the opposite 

corner. In other words, image ὃ shows one object whereas image ὄ shows two objects. 

Even though both images do not have identical content, they share a common object. For 

the purpose of information retrieval it is relevant to find such dissimilarities, wherein 

images only share selected areas of interest. 
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One idea to improve on the basic case is to use multiple graphs. Referring to the previous 

example, this means one graph for image ὃ and two graphs for image ὄ. In this context, 

both graphs of image ὄ can be grouped and seen as subgraphs of a larger graph. Therefore, 

a generalized approach is needed to compare subgraphs of both images against each other 

and match the results. 

1-level 

I first concentrated on a simple scheme, where two graphs form a group of multiple other 

graphs. 

In the example before, a graph represented a flower, or generally speaking, an object. 

However, it is wrong to assume that every graph must be an object. Instead, a graph 

represents an arbitrary area of interest. Consequently, the graph must be based on aspects 

like the local intensities of the features rather than specific object-defining criterions. 

I used the weight matrix based on the similarity distance measures of the three features as a 

starting point, wherein the weight matrix represents the local intensities. Clustering is a 

common method to group observations. One way of implementing this in the given context 

is by using the expectation-maximization algorithm (EM) as employed in [15]. It is a 

statistical method for estimating correlations of data. It is suitable in the sense that it 

promises low computational complexity while being accurate enough for the purpose of 

finding (coarse) clusters. 

The clustering outcome is largely defined by the input data, which is the feature weight 

matrix, and a parameter specifying the number of clusters. In order to better compare the 

entropy similarities of the clusters, the number of nodes within each cluster shall be equal. 

This, in turn, implies calculating the number of clusters based on the number of total nodes 

and the (parameterized) number of nodes per cluster. 
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The overall procedure works the following way: 

1. Steps 1 to 3 for each graph as in the comparison of single graphs 

2. Clustering of the feature nodes to form subgraphs 

3. Analog steps 4 to 7, but for pairs of subgraphs (clusters) 

4. Add together the top ὲ ranks to get a single measure 

It is important to add up the top ὲ ranks in such a way that pairs of clusters do not correlate 

within the ranks. If for example one cluster of image ὃ forms the top rank together with 

another cluster of image ὄ (they show the highest similarity of all cluster pairs), then 

neither of both clusters shall be part of a pair for all subsequent ranks. 

N-level 

The second and more complex method I chose for subgraph comparison can be seen as a 

generalized form. Instead of only clustering the feature nodes once, I applied a recursive 

approach. 

As in the basic case, I kept the number of nodes per cluster (and subclusters per cluster 

respectively) in balance with regard to sibling clusters. This allowed me to later recover the 

similarity measure among sibling clusters. A tree structure was the end result of the 

recursive clustering process. Each node represented the thermal entropy ὛὋ  of its 

children. 

After I had clustered the images, I used a simplified dynamic programming approach in the 

style of the junction-tree algorithm [16] to compare the two trees with respect to how 

similar they are. The procedure starts at the bottommost level ὰ0 of each tree and continues 

as follows: 

1. For the current tree level ὰ, compute the entropy similarities between all nodes Ὃ of 

all adjacent parents ὴ of the two trees Ὥ and Ὦ. 

ὶὰὴ= exp( †ὝὛὋὭὰὴ ὛὋὮὰὴ

2

) 



 

17 

2. For each parent ὴ and its adjacent siblings ί, sum up the resulting similarities ὶὰὴ 

and add the entropy similarity between the pairs of parents. 

ʕ adjusts how much the parent similarity  adds to the current value ‏ὰ.  

=ὰ‏ ὶὰὴ+ ʕexp †ὝὛὴὭὰ ὛὴὮὰ
2

 

3. Repeat steps 1 and 2 while traversing up the tree. Each time carry over the resulting 

value ‏ὰ and add a cost Use this parameter to tune the influence of the tree .‫ 

height. 

+ὰ‏ 1 = +ὰ‏ ‫ 

4. Stop the process at level ὰάὥὼ once the root of any of the two trees is reached. 

At the end of the recursion, there are Ὢ paths, one path for every leaf node. The top ὲ paths 

with the highest overall ‏ represent the similarity measure ὶὲὭ,Ὦ between two trees Ὥ and 

Ὦ. An additional parameter ὧ is used to limit the number of considered paths of each cluster 

of leaf nodes. The sum of those top ὲ similarity measures is divided by the number of 

levels ὰάὥὼ traversed to obtain the final measure ὶ: 

ὶὭ,Ὦ=
1

ὰάὥὼ
max
ὲ‏

(max
ὧ‏

((Ὢ‏)  

ὶ 

ὶ ὶ 
ὶ 

Figure 2: Example of one possible path in the computation of the subgraph 

similarity measure. For each leaf a similarity measure ► is computed 

between the leafes of all adjacent clusters. 
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Results 

In the following subsections I show results in terms of classification accuracy. Each figure 

and table represents a series of tests in which one parameter at a time was evaluated. 

Single Graphs 

Building one graph for each image and comparing it with the graph of another image 

represents my approach in its basic form. In this case, the results depend primarily on only 

one parameter, the weight matrix. The weight matrix itself is the result of the similarity 

measures of the features shape, color and texture. Figure 3 shows how the three features 

perform separately, in various combinations and together. 

I expected better results, especially when using all three features together. It seems that 

shape (represented by the keypoints) is not discriminating enough when compared to 

texture. The performance of color is also not promising, especially when considering the 

top rank only. I assume the method for computing the color similarity measure is not 

effective enough. In contrast to the method for keypoints, which employs a relatively 
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Figure 3: Performance in relation to used features 
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simple Euclidean-based distance measure only, it offers various ways (including multiple 

parameters) to calculate the measure. 

Furthermore, when looking at the keypoint-

based regions of various images, I noticed 

that in some cases relatively many 

keypoints were depicting areas which were 

apparently not of local interest. For 

example, the SIFT algorithm returned many 

(random) keypoints within the image 

background in comparison to the object 

(flower) itself, when the background was 

highly blurred (Figure 4). Images with solid 

and crisp backgrounds, as in Figure 5, did not show this problem. Moreover, images with 

larger dimensions showed less misplaced keypoints. Thus, I inferred that for images with 

larger dimensions, the SIFT algorithm returns not only more keypoints, but also more 

accurately placed keypoints. 

I used a dataset with 17 classes for the tests 

as later detailed in the discussion of the 

dataset. This resulted in a statistical chance 

of almost 6 percent per rank. Table 2 lists 

the classification rate of the various feature 

combinations per rank, while Figure 3 and 

all other results in this paper show the 

combined result. The numbers, especially 

those of the lower ranks, mirror this statistical chance. With this in mind, the classification 

method did not perform well. 

  

   

Figure 4: Misplaced keypoints on blurred 

background. 70 regions were extracted from 

this image of 75x113 pixels. 

   

Figure 5: Better result with a solid 

background. 73 regions were extracted from 

this image of 75x84 pixels. 
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 Points Color Points/Color Texture Points/Texture Color/Texture All 

1. Rank 5.29% 5.29% 7.65% 10.59% 5.29% 5.29% 7.65% 

2. Rank 7.06% 10.00% 9.41% 5.29% 7.06% 10.00% 9.41% 

3. Rank 2.35% 7.65% 8.24% 11.76% 2.35% 7.65% 8.24% 

4. Rank 5.29% 5.88% 5.88% 9.41% 5.29% 5.88% 5.88% 

5. Rank 5.29% 7.65% 4.71% 8.24% 5.29% 7.65% 4.71% 

Table 2: Performance of features per rank 

Multiple Subgraphs 

1-level 

The number and size of the subgraphs significantly influences the subgraph comparison. 

Both properties are based on the outcome of the clustering of the feature nodes. The 

number of clusters is the key parameter controlling the clustering process. I calculated it 

based on the number of total nodes and the targeted number of nodes per clusters. 

The number of nodes needs to be the same for all clusters, as the entropy similarity measure 

depends on subgraphs with equal sizes. Figure 6 illustrates the relationship between cluster 
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Figure 6: Performance based on cluster size. All features were used. The 

ranking was based on the 5 best matching clusters with a Ⱳ of 50. 
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size and performance. I assume 

that the worse results for the larger 

clusters were a consequence of the 

small image dimensions. 

Depending on the content the 

number of keypoints ranged 

roughly between 70 and 130. 

Another parameter influencing the 

result in this context defines the 

number of best matching 

subgraphs; in other words, the 

number of pairs of subgraphs with the highest similarity. This is illustrated in Figure 8 and 

Figure 9. τ, as used in step 4 of the algorithm description, is an additional parameter which 

allows adjustment of the weighting within the best ὲ cluster matches. Its effect is shown in 

Figure 7. However, the parameter does not seem to have a large impact on the result. 

 

Figure 8: Best ▪ cluster matches with 

clusters of 13 nodes and a Ⱳ of 50 

 

Figure 9: Best ▪ cluster matches with 

clusters of 17 nodes and a Ⱳ of 50 
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Figure 7: Weighting of best ▪ cluster matches 
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Lastly, I present the performance of the various features. I expected a result relative to the 

outcome of the comparison of single graphs only. Recall that texture showed better results 

than shape and color in Figure 3. However, the test as shown in Figure 10 reveals, at least 

for the top rank, a balanced performance across the several feature combinations. 

The same test with different numbers for † and the best ὲ matches shows a result which is 

in accordance with the previous result. Figure 12 illustrates this. 
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Figure 10: Performance of features when using the best 5 matches of clusters of 

13 nodes and a Ⱳ of 50 
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However, a different number of nodes per cluster led to a surprisingly different result as 

shown in Figure 11. It seems that even small changes of this number lead to larger 

deviations among the end results. A possible reason could be the relatively small number of 

total keypoints compared to the targeted number of nodes per cluster. Remember that 

increasing the number of nodes per cluster results in fewer clusters. Therefore, the fewer 

the number of clusters, the larger the resulting deviation is for any such change in numbers. 
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Figure 12: Performance of features when using the best 4 matches of clusters 

of 13 nodes and a Ⱳ of 10 

Figure 11: Performance of features when using the best 4 matches of clusters 

of 15 nodes and a Ⱳ of 50 
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N-level 

As mentioned earlier, I scaled down the 

images to lower the computational 

complexity. As a result, the SIFT algorithm 

extracted relatively few keypoints 

averaging between 70 and 130. Therefore, 

in order to build trees of multiple levels, I 

had to choose very small numbers for the 

clustering process. I grouped no less than 5 

feature nodes per cluster. Any lower 

number resulted in significantly longer 

computational time. Some images had only 

about 50 keypoints. Hence, I tested cluster 

sizes only up to 15 nodes in order to have at 

least 3 parent clusters. Likewise, the larger 

the parent clusters were, the lower the tree. 

For this reason I recursively clustered sizes 

of only 3. 

Figure 15 shows results depending on the 

number of feature nodes per cluster. 5 

nodes gave the best result for both the top 3 

and top 2 ranks. The first hypothesis was 

slightly worse than with a higher number of 

nodes. 

Various parameters correlated and 

sometimes led to significantly different 

results. For example, Figure 13 (bottom) 

 

Figure 13: Performance depending on top ▪ 

paths. ╬, the number of limited paths per 

cluster of leaf nodes is: 1 (top), 2 (center) 

and 3 (bottom). 7 leafs per cluster were used 

in all three results. 
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illustrates several results with different numbers for top ὲ paths and limit ὧ. 

Lastly, I present in Figure 14 results 

showing the performance depending on 

the used features. As with other results in 

this section, the performance is not linear 

with respect to other parameters. In 

general, there seems to be a high 

influence of the cluster size on the result, 

at least with the small numbers that I was 

only able to use. Even small changes in 

cluster size led to results with large non-

linear deviations. Therefore, it would be 

interesting to analyze images with significantly more keypoints, which would allow larger 

cluster sizes. 
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Figure 15: Performance depending on 

number of feature nodes with top 3 paths. 

Figure 14: Performance depending on features with top 3 paths. The clustersize was 5 (left) and 7 

(right) respectively. 
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Discussion 

Implementation  

Language and Environment 

I used Matlab as programming language and development environment to implement this 

project. Figure 16 shows a screenshot of the graphical environment of Matlab. 

It is a specialized language in terms of numerical computing. Many common functions and 

algorithms in statistics as well as computer vision are supported by default or through 

optional toolboxes and do not need to be coded. It is therefore usually faster to implement a 

prototype in Matlab in the field of computer vision than in lower-level languages like C. 

Figure 16: Screenshot of Matlab 
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Matlab (source) code is interpreted
1
 and often runs slower than compiled C code. This was 

not such an important issue in my case because the computational complexity was not a 

priority of my project. 

Issues 

I was faced with several issues, mostly implementational, as I worked on the project. 

Following is a list of examples: 

¶ Finding an appropriate similarity measure among textures 

¶ How to properly measure the results 

¶ High computational burden of feature distance calculation (several hours of 

computation) 

¶ EM clustering method ran into a dead-lock in some cases 

¶ Difficulties in implementing double-linked structures
2
 for the junction-tree-like 

comparison algorithm 

¶ EM clustering method gave incorrect results; for example, clusters or nodes were 

missing 

¶ High memory requirements of Matlab 

Dataset 

It is helpful to test against a common set of images in order to aid comparison between 

different algorithms. That is, instead of picking new images, it is better to use a set already 

employed (several times) in other published research papers. An example for a widely used 

image database is Caltech101 [17] as stated in [3]. For this project I chose the Oxford 17 

                                                      

 

1
 Recent versions of Matlab improved on this by utilizing a Just-in-time compiler (JIT). 

2
 The Matlab language does not feature pointers or references. 
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Flower Category Database. [8] used this set to present a method for image classification 

with similar feature extraction and weighting. This is a more traditional method based on 

frequency rather than spatial organization. Therefore, I used this set as a basis of 

comparison against my (less traditional) approach. 

The database itself contains 1360 images of flowers in total. There are 17 different classes 

of flowers, each having exactly 80 representatives. All images are in color and have slightly 

different dimensions. Examples are shown in Figure 17. 

 
 

 
 

 

Figure 17: Examples of images of used dataset 

Flowers are appropriate in this project, as many flower classes are only accurately 

distinguishable when combining multiple features. For example, many flower species share 

the same shape but are of different color. Therefore, one feature alone is not enough to 

classify flowers. 

Measurement 

I measured all results as a percentage of classification rate for the top 5 ranks, though only 

the top 3 ranks are shown in the figures for the sake of clarity. The top rank represents the 

number of testing images with the highest similarity value for each of the training images, 

the second rank the combined number of images with both the highest and second highest 

similarity value, and so forth. Combined ranks are appropriate, as this reflects image 

retrieval in a practical sense, where the best few matches are returned rather than just one as 

in strict classification applications. 
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I performed initial measurements on only a small portion of the flower database in order to 

lower the computational time for training and testing. I used 10 classes, where each class 

had 30 training and 10 testing images. It turned out that the results were not useful because 

they mirrored a high statistical error: given 10 classes, the top rank already yielded a 

statistical chance of 10 percentages. The classification rate itself was not high enough to 

significantly offset the statistical error. 

For that reason, I utilized all 17 classes for the results presented and discussed in this paper. 

However, I cut down the number of training and testing samples. In order to not favor the 

training data too much, I only used the first 20 images of each class as training set. I 

employed the next 10 images for testing. 

I did not cross-validate the results within all 80 available images per class of the original 

dataset. The reason was the high computational complexity of the feature extraction and 

distance calculation. I pre-computed and memorized intermediate results like the feature 

weight matrix though in order to analyze and tune the comparison algorithm in a timely 

manner. This greatly reduced the time for one entire run from approximately half a day to 

minutes on my personal computer. 

Lastly, it is of interest to mention that I scaled down all images to 15 percent of their 

original size. After scaling, image dimensions were about 80x80 pixels. Initial tests, which I 

performed on a few images, revealed to me a significantly higher number of extracted SIFT 

keypoints for larger dimensions. Therefore, tests with (multiple) higher dimensions were 

not viable due to the computational constraints explained above, as more keypoints directly 

affected the feature extraction and distance calculation. 

Computational Complexity 

A common way to indicate the complexity of an algorithm is by means of ɨ-notation. 

However, this is a theoretical measure and would not have reflected the practical purpose of 

my project. Moreover, it would have been beyond the scope of my project to analyze the 

complexity in such detail. 



 

30 

Instead I concentrated on detecting any weaknesses during the implementation and testing 

process. Test runs with the Matlab profiler showed me that by far most of the 

computational time was spent on the extraction of features and the computation of their 

similarity measure. 

Recall that the graph nodes are synonymous to the extracted keypoints by the SIFT 

algorithm. The color and texture features are extracted from a region around each keypoint. 

In order to compute the weight matrix for all nodes, the similarities for each feature have to 

be computed for all possible pairs of nodes. Those are 
1

2
ὲ2 operations for ὲ nodes given the 

fact that the matrix itself is symmetrical. Of the three features, color and texture showed by 

far the longest computational time. The computation of their similarity measure utilizes 

complex histogram-based methods in contrast to the simple Euclidean distance of the 

keypoints. 

Once the weight matrix was computed, the remainder of the algorithm worked very fast in 

relation. The basic and 1-level subgraph comparison methods finished within seconds 

provided I employed a pre-computed weight matrix. The N-level subgraph matching took 

notably longer though; it completed one run over all 170 testing images within minutes. 

However, the indications given by the timed numbers need to be considered with doubts. 

Matlab is a scripted and interpreted language. Therefore, optimized and compiled C code 

should be considerably faster. Recent versions of Matlab employ just-in-time compilation 

(JIT) though, which might lead to different results for different parts of the code. On the 

other side, Matlab uses highly optimized binary code for some of its built-in functions. 

Aside from the theoretical complexity it is difficult to infer or draw any conclusions based 

on my implementation and experiments in Matlab on how fast the approach works in a real-

world scenario. In addition to this, it is important not to overlook the fact that well-tuned 

parameters are the basis for such timed tests, as some of them may directly influence the 

running time. 
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Conclusions 

As shown, the results of the structured subgraph comparisons are better than the results of 

the comparison based on non-structured single graphs only. That means that, in general, the 

proposed idea of using a structured feature representation based on graph entropy for 

comparing images works. However, the tests I conducted in the project do not show very 

promising performance. I expected better results, especially from the generalized N-level 

subgraph comparison, which performed only slightly better than the basic 1-level subgraph 

matching method. 

Compared to other approaches of recent research like [6] or [8], which achieve 

classification rates of well over 50 percent, my tests revealed performance not even close to 

theirs. I assume a major reason for the bad results is the fact that my parameters were not 

much tuned and the methods for feature extraction and similarity computation were simple 

and not optimal. Therefore, more research (on improving the weak spots) and tests need to 

be undertaken in order to draw precise conclusions regarding the maximum achievable 

performance. 

Furthermore, the computational complexity seems to be quite high. As this is mostly true 

for the feature extraction and distance computation, a retrieval system may still deliver 

results in a timely manner by employing pre-computed weights. The actual comparison 

algorithm showed much less computational time in relation to the feature processing. It is 

important to note that these indications are solely based on timed tests I ran on Matlab. 

Actual C implementations might differ significantly. 

Further Work 

The relatively short time available for this project limited me in analyzing and tuning many 

parameters, including the way the distances of the features are computed. Further works 

may investigate the following outstanding issues/questions: 
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¶ How does the size of the region around each keypoint affect the result? Analyze 

this independently for color and texture. I used the same size for both of them. 

¶ Would a circular shape give a notably better result than the rectangular shape I 

used? 

¶ Can the size of the regions be formulized with regard to the Euclidean distances 

among the keypoints? Please note that overlapping regions result in redundant 

information. 

¶ Would binning the color histogram give better results? 

¶ Is it better to apply the diffusion distance on the combined color histogram or 

separately on its H, S and V components as I did with the several texture 

histograms? 

¶ How to best choose the number of bins as well as the binning range for both color 

and texture histograms. 

¶ How to formulate a relation between cluster size and dimension of input image and 

number of SIFT keypoints respectively. 

¶ How to control the ratio between few subgraphs with high similarity and many 

subgraphs with low similarity. I used a fixed cost for layer traversal in the junction-

tree-like computation which I did not analyze. Would this parameter work in this 

sense and if so, how much does it affect the result? 

¶ Evaluate the approach, especially the generalized subgraph method, with larger 

images which result in more keypoints. 

Some tests require extraordinarily longer computational time; for instance, the effect of 

larger input image dimensions on the classification accuracy. The number of extracted 

SIFT keypoints grows along with the dimensions and so does the resulting tree. This, in 

turn, would lead to a deeper tree given the cluster sizes are kept fixed. It would be 

especially interesting to see how N-level subgraph comparison performs with levels higher 

than just 2 as in my presented results. 
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As indicated, the computational complexity is very high, in particular of the calculation of 

the feature distances. Further work ought to be spent on lowering the complexity; for 

example, by calculating the distances of neighboring areas only. 

I measured the results based only on the first 20 training and the next 10 testing images for 

each class. A more accurate result could be achieved by cross-validating different subsets 

and averaging those sub-results to form a final result. In relation to this, it is also worth 

examining the ratio of training to testing samples. A method which delivers similar results 

with less training samples is favorable over other approaches and might make this 

algorithm a possible choice in such scenarios. 

One claim of the SIFT algorithm [10] is the property of being invariant to scale, position 

and rotation. I did not verify this any further in the context of this project. It would be 

interesting to see if this also holds true in the structured representation as in the generalized 

case of subgraphs. A special database might be better suited to analyze the claim. I can 

think of images having objects of different sizes, locations and orientations. 

Lastly, it is important to know how the approach actually relates to current state-of-the-art 

algorithms in the field. Further work may be undertaken by directly comparing the methods 

based on the same conditions (such as dataset and image dimensions) in terms of both 

classification accuracy and computational complexity. However, this is difficult if some but 

not all parameters have been tuned. The same applies to feature selection, extraction and 

distance computation, as they build the basis of information, the weight matrix, for the 

actual algorithm performing the comparison. As an example, for each feature the best 

method for computing its similarity must be chosen and tuned, as all features together add 

up to the combined result. I advise using the same methods and parameters for all 

approaches whenever possible in the comparison test. 
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Appendix B: List of Files 

The following is a compilation of the source code files I wrote or used (in a modified 

version) as part of the project: 

build_cluster_tree.m ........ Build tree structure in case of N-level subgraph comparison 

buildgraph.m .................... Build graph structure in general case 

buildtraining.m ................ Build training data based on training images 

compare_jt.m ................... Compare two subgraphs 

diffusion_distance.m ....... Compute histogram based similarity measure 

EMcluteringv09.m ........... Cluster nodes based on weight matrix 

entropy_similarity.m ....... Compute entropy similarity based on weight matrix 

evaltesting.m .................... Compare training images with training data 

filterband.m ...................... Build filter banks used for texture extraction 

findtag.m .......................... Retrieve actual class label 

gettexture.m ..................... Extract texture feature 

initcontext.m .................... Load and initialize global parameters 

normalise01.m ................. Helper function for texture extraction 

one2training.m ................. Recover similarity between two images 

runall.m ............................ Run training followed by testing 

runmultitest.m .................. Perform series of tests with variable parameter 

sift.m ................................ Extract SIFT keypoints 
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