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AFL at Scale

Fuzzing is an embarrassingly parallel problem. Here, the experimental study is about the scaling behaviour of AFL and associated 
corpus minimization utilities to evaluate its performance at scale.
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Obviously not all of the files in the corpus we collected are 
useful. Hence, we do a corpus distillation where we used afl-
cmin and/or moonshine [3] to distill the collected corpus. 
These distilled corpuses are then used  as seeds for the 24-
hour fuzzer runs.  

In order to deal with the perceived problem where 
distributed fuzzers cannot see each other’s corpus, we 
decided to extend AFL with openMPI during the 
synchronisation phase. We adopted a simple token ring 
communication approach amongst “master”-fuzzer of each 
node used. The data communicated is the corpus that the 
other fuzzer has not seen so far. This work because the 
“master”s are syncronising with the other fuzzers in the 
same node.

At the moment, we can rely on existing method to triage 
crashes, such as stack hash, to evaluate the fuzzing 
performance.  

 

 

 
 

Future Work
• Crash deduplication which involves removal of duplicate 

crashes from the post-fuzzing crash directories needs to 
be incorporated.

• Needs to build crash analysis system at scale to test 
whether the number of useful crashes – not the number 
of unique crashes generated – scales up optimally with 
the increased core count.  

• Investigate whether the choice of corpus distillation 
method has any impact on the fuzzing performance.

• Needs to create an experimental setup and benchmarking 
system for measuring performance of fuzzing at scale. 

Fuzzing  
Fuzzing is an automated software testing technique where a 
program is fed random inputs which may be invalid, 
unexpected or random and is monitored for interesting 
properties, such as crashes or hangs. The input that triggers 
a potential disruption in the normal behavior is reported as a 
potential bug. The major advantage of this technique is that 
it requires minimal understanding of the program being 
tested and ensures high throughput with less manual effort. 
At one end, is black box testing, which uses randomly 
generated inputs and search for crashes or hangs. At the 
other end is white box, which leverages program analysis to 
improve code coverage. Grey box fuzzers falls in the middle 
and uses  program instrumentation to gain information 
about the paths exercised by the input seeds to increase 
coverage.

AFL 
American Fuzzy Lop (AFL) is a security-oriented grey-box 
fuzzer that employs compile-time instrumentation and 
genetic algorithms to automatically discover test cases that 
trigger new internal states program binary thereby improving 
the functional coverage for the fuzzed code [1]. It is fast, 
sophisticated and reduces the need  for syntax-aware tools. 
It’s been instrumental in finding security interesting bugs in 
critical applications such as OpenSSH,OpenSSL,GnuPG, 
Apache etc.  

It starts with a simple set of valid input files or seeds, 
mutates them and injects these seeds to the program 
binary. If the mutated input reaches a new path it is added 
to the test queue for further processing. It tracks edge 
coverage by injecting code at every basic block. It performs 
deterministic, random and dictionary based mutations. 
 

Why scale?
Fuzzing, as a random testing method is extremely parallel. 
Provided that we have huge computing resources, we can 
find more bugs in less time. Google’s ClusterFuzz, for 
example,  is a distributed fuzzing mechanism that processes 
50 million test cases a day using hundreds of VMs. Similarly, 
Microsoft’s  Project Springfield, a cloud based fuzzing 
infrastructure, allows developer to find security bugs in their 
software. This presents the motivation behind the scaling up 
of fuzz testing. By finding security interesting bugs faster, the 
developers can close the security vulnerabilities that 
otherwise will be exploited by malicious agents. 

Scaling AFL
AFL supports parallel fuzzing for completely utilizing the 
resources available in multi-core machines and is an 
extremely parallel process where each instance can be 
executed independently without explicit contention. In a 
parallel setting, a fuzzing process has an additional ‘sync’ 
phase to the fuzzing loop where the fuzzers share 
interesting test cases.

Directly running AFL in a distributed setting such as Raijin 
(NCI) produced a huge amount of crash data in a short time 
period. However, this method proved inadequate as the 
sync times between these clusters also grew in proportion.

Further, AFL’s parallel capability is also affected by the fact 
that fuzzer which reside in different nodes cannot see each 
other’s corpus. This means, during a fuzzing session fuzzers 
may produce duplicate crashes and corpus. Coupled by the 
fact that a unique crash signature does not always indicate 
the presence of a unique bug, this problem may render the 
usefulness of the available crash collection questionable. 

Crash Analysis / Deduplication
Even though it is orthogonal to the problem, it is important 
to be able to evaluate the performance of the fuzzer 
objectively. However, performance measure based only the 
number of crashes produced is definitely not enough. As 
mentioned above, number of crashes can bloat due to 
duplicate crashes. Moreover, crashes with different 
signature may also have the same root cause. We want to 
be able to correlate the crashes with the actual bug 
triggered. 

Methodology
In order to tackle this problem, we start with a high quality 
corpus collection. The filetypes of choice includes Web - 
html,xml, Audio - wav,mp3, Video - mp4, avi, Image - 
tiff,bmp,svg,png,jpg, Office - doc,xls, ppt, pdf, Languages - 
lua,python and Systems - pe,elf and ttf. To incorporate a 
wider variety of test files into the fuzz queue, the corpus 
collection involved crawling the internet and then 
systematically minimizing the files that was larger than the 
allowed size limit of AFl. 

Fuzzer1 cannot see corpus of the fuzzers in another node

Synch phase from the perspective of Fuzzer1. It looks at the other fuzzer’s corpus 
and find which input it has not seen yet by comparing the file id with the highest id 

synced. File with different color indicates that Fuzzer1 has seen the input.

Token ring style communication passing around unseen corpus.
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